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Introduction



Clustering vs classification

• Classification and clustering are pattern recognition problems.
• Both involve assigning an output value to a data object, given a
set of input values.

• Clustering is an unsupervised learning problem, where the goal
is to group similar data objects. Clustering is used as an
exploratory tool.

• Classification is a supervised learning problem, where the goal
is to learn a mapping from input values to classes or categories
that are included in the training data.

• Classification is a form of inference, is closely related to
regression, and trained classifiers can be used to predict the
output values of data objects given their input values.
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Clustering



Thinking caps on!

• You are a network engineer at a DNSP
• You are tasked to work out how to use customer meter data for
phase identification

• The customer data is time series data with the following fields at
1-hour resolution: energy import, energy export, max voltage,
average voltage, min voltage, frequency.

• What do you do…?
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Example voltage series - six homes
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Voltage correlation heatmap

5



Voltage correlation heatmap - 12hr average
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Clustering (unsupervised learning)

• Hierarchical clustering - dendrograms
• k-means clustering
• DBSCAN
• Gaussian mixture models and expectation-maximisation
• Affinity propagation - related to belief propagation
• Spectral clustering - Anna spoke about this on Tuesday
• Many more!
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Hierarchical clustering - Dendrogram
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k-Means: See Bishop, Chapter 9.1
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Gaussian Mixture Models and EM algorithm: Bishop, Chapter 9.2

Mixture of multivariate Gaussians: p(x) =
K∑
k

πkN (x | µ,Σk)
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Affinity propagation

Responsibility updates: r(i, k)← s(i, k)−max
k′ ̸=k

{
a(i, k′) + s(i, k′)

}

Availability updates: a(i, k)←


min

0, r(k, k) + ∑
i′ ̸∈{i,k}

max(0, r(i′, k))

 i ̸= k

∑
i′ ̸=kmax(0, r(i′, k)) i = k

See: http://utstat.toronto.edu/reid/sta414/frey-affinity.pdf
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Correlation clustering / spectral co-clustering

Back to voltage data or phase identification:

• The data file data/voltage_ESS1518.csv contains 1-hour
voltage data over a year for 45 customers.

• Python script voltage_heatmap.py will compute the
correlation matrix and plot it as a heatmap.

• Commented-out commands will then run spectral co-clustering
on the heatmap, and rearrange the order of customers into
clusters it finds.

Discuss - what worked and what didn’t, and why?
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Time series clustering



Customer load time series

• Feature selection
• Side information
• Bayesian hierarchical (Dirichlet) model
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Customer load time series

Power, Verbič and Chapman, ”A Nonparametric Bayesian
Methodology for Synthesizing Residential Solar Generation and
Demand Data,” in IEEE Transactions on Smart Grid, in press.

The observed data was collected from the Ausgrid SGSC dataset.
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Customer clustering via side information

Our goal
We wish to use the information about existing customers to allocate
time series models to new or unobserved customers, in order to
better simulate LV and MV networks.

First, we applied a clustering technique, maximum a-posteriori
Dirichlet process mixtures, to cluster known customers into
representative sets k ∈ K, according to their side features.

• The features of demand are the day types (weekday or weekend)
and number of residents,

• For PV, features include the PV capacity, panel orientation and
weather information.

In what follows, the form of the time series models doesn’t matter,
it’s the side information that we use to cluster and allocate new
types.
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Frequentist vs Bayesian methodology

A ter clustering, we could compute the frequencies, {pk}k∈K, of each
k ∈ K in the population N .

• These frequencies can be interpreted as the probability of an
unobserved customer having certain features.

• But directly using them to allocate features fails to properly
consider the error in this estimate, which can be significant
where the fraction of customers observed is small.

• Instead, a Bayesian estimation approach is employed, using an
hierarchical Dirichlet mixture model.

Hierarchical Bayesian methods ensure that the potential model error
in the cluster estimates is accounted for.
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Probability models: Multinomial distribution

Denote the count of outcomes k in n trials as the random variable Xk,
and let X be the vector of these counts.

• Multi(n,p), gives the probability of any particular combination of
numbers of successes across the K categories, and its pmf is:

P(X = x;n,p) = n!∏K
i=1 xi!

K∏
i=1

pxkk =
Γ(
∑

k xk + 1)∏
k Γ(xk + 1)

k∏
k=1

pxkk

where Γ(n) is the gamma function:

Γ(n) = (n− 1)! =
∫ ∞

0
xn−1e−x dx.

• The multinomial distribution models repeated categorical
variable trials, in the same way that the binomial distribution
models repeated Bernoulli trials.
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Probability models: Dirichlet distribution

A Dirichlet distribution of order K is used in the context of a random
experiment that has a finite number, K ≥ 2, possible outcomes.

• In Bayesian inference, the Dirichlet distribution is the conjugate
prior of the categorical (K = 1) and multinomial distributions.

• Dir(n,α), has parameters α = (α1, α2, . . . , αK), with all αk > 0,
and its probability density function is:

f (x;α) =
Γ
(∑K

i=1 αi

)
∏K

i=1 Γ(αi)

K∏
i=1

xαi−1
i

where {xk}k=Kk=1 belong to the standard K− 1 simplex:
K∑
i=1

xi = 1 and xi ≥ 0 i ∈ 1, . . . , K.

This has a very similar form to the multinomial distribution.
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Example Dirichlet distributions

• α are counts of observed outcomes.
• When

∑
k α is small, the Dir is relatively uniform.

• As
∑

k α grows, the distribution becomes more concentrated.
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Hierarchical Bayesian model

A ter clustering, we have cluster counts {αs}k∈K, which we use in a
Bayesian hierarchy as follows:

• α is a vector of concentration hyper-parameters given by the
number (not frequency) of observed customers in each cluster.

• Sampling from Dir(α) yields the parameters, p of a categorical
probability distribution, Cat(p) over the features for unobserved
customers.

• Last, Sm is the random variable assigning a cluster to each
unobserved customer, which is drawn from Cat(p).

Formally, we say:

α Vector of cluster counts
q | α ∼ Dir(α)

Sm | q ∼ Cat(q),
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Observed vs synthetic traces
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We are trying to improve the underlying time-series model — stay tuned!
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Classification



Supervised learning

Supervised learning is a branch of inferential statistics and machine
learning.

• In supervised learning we build a learner (model) that takes
input (data) and produces output (data).

• It is assumed that training data is available — i.e. (input, output)
pairs that give the correct/true output for a specific input.

• Or more formally: Given training data (X, y), the supervised
learning goal is to infer a function relating observations yi of a
dependent variable (also called output data or the supervisory
signal) given values Xi of some independent variables, which is
typically a vector for each observation (input, explanatory data).

• In regression problems, the output data is numerical.
• In classification problems, the output data is categorical.
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Classification (supervised learning)

The classification task is to find a “good” mapping of independent
variables X to class labels.

• A supervised learner is o ten trained by defining a loss function
over the training set and then minimizing this loss function.

• However, the true goal is to produce a model capable of
generalisation: the loss function on unseen data.

• The simplest way to get an indication of the generalisation error
is to evaluate the model on a test set of data.

Nb. Statistics and machine learning use different terminology
• Observations are also called instances,

• Independent variables are called features, and

• Categories are called classes.
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Classification

Prominent examples of classification methods include:

• k-nearest neighbours (kNN)
• Tree and random forest classifiers (bagging)
• Naïve Bayes classifier
• Logistic regression
• Discriminant analysis (linear, quadratic)
• Support vector machines (SVM)
• Artificial neural networks and deepnets
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Classification
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Nearest Neighbour Classification

One of the simplest methods of all!

• To train, simply store the training set.
• To predict (for a given test point), find the nearest point in the
training set. Predict whatever class label that training point has.

• Choice of distance metric is a key decision and there are many
possibilities.

• Rather than using the nearest neighbour, we can generalise to
k-nearest neighbours (kNN).
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Naïve Bayes classifier

We have some training data — (input, output) observations — to
build our classifier. Maybe Bayes’ rule tells us what to do!

p(Ck | x) =
p(Ck) p(x | Ck)

p(x)

The “naive” bit is a conditional independence assumption: assume
that all features in x are mutually independent, conditional on Ck.

Then the joint model (i.e. with all training observations) is:

p(Ck | x1, . . . , xn) ∝ p(Ck, x1, . . . , xn)

= p(Ck)
n∏
i=1

p(xi | Ck)

where the normalising constant is the sum of this term over all
classes. Despite its tenuous assumptions, this does remarkably well.
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Linear classification

In general, a linear classifier has the form:

S(Xi, k) = wk Xi,

in which:

• Xi can include (non-linear) transforms of the raw input — the
kernel trick*,

• wk is the vector of weights corresponding to category k, and
• S is a scoring function.

In hard classification, S(Xi, k) allocates an unobserved yi to category
k if it is the one with the highest score based on its features Xi.

Note that S(Xi, k) is not a probability.

*The idea is to map the non-linearly separable data-set into a higher
dimensional space where we can find a way to separate the samples.
Also used in linear discriminant analysis and SVM.
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Logistic regression

Binary logistic regression can be understood as finding the β

parameters that best fit, for i = 1 . . .n:

yi =
{
1 wXi + ϵi > 0
0 else

where ϵi is an error distributed by the standard logistic distribution.

Binomial logistic regression calculates the odds of yi happening for
different for different Xi, and then takes a logarithmic transform of
the dependent variable.

ŷ(Xi, k) =
1

1+ e−wXi
Now the distribution ŷ is interpreted as the probability that y is in
each class k — this is probabilistic (so t) classification.

Note that the value of the linear regression expression can vary from
−∞ to∞, but ŷ always ranges between 0 and 1.
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Logistic distributions
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Logistic regression

For logistic regression, estimation of the β is typically done by
maximum likelihood.

• Can be generalised easily to multinomial and ordinal logistic
regression.

• Forms the basis of many neural network methods.

• This is an incredible flexible method for classification problems.
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Logistic regression

What is going on here?

We can approach this a different way
• Sigmoid functions, such as the logistic function, form an
important part of many ANN architectures.

• Let’s explore the connections between logistic regression and
various classifier loss functions using in ML.
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Generic artificial neuron
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Loss functions

We need a loss function that expresses, for an observation xi, how
close the classifier output ŷ is to the correct output, y, which is 0 or 1;
that is:

L(ŷ, y) = How much ŷ differs from the true y (1)

• The loss function should prefer that the correct class labels of
the training examples are more likely.

• This is called conditional maximum likelihood estimation.

• we choose the parameters w,b that maximize the log probability
of the true y labels in the training data given the observations x.

• The resulting loss function is the negative log likelihood loss,
generally called the cross-entropy loss.
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Cross-entropy loss for binary outcomes

We wish to maximise the probability of the correct label, p(y|x).

• There are only two outcomes (1 or 0), so this is a Bernoulli
distribution, with probability p(y|x) given by:

p(y|x) = ŷy(1− ŷ)1−y

• Taking logs of both sides gives:

log p(y|x) = y log ŷ+ (1− y) log(1− ŷ)

• Flipping the sign gives the cross-entropy loss function:

L(ŷ, y) = − log p(y|x) = − (y log ŷ+ (1− y) log(1− ŷ))

where ŷ is given by the logistic function.
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Cross-entropy loss for binary outcomes

Does this work? Let’s look at some code:

cross_entropy.py looks at the cross-entropy of two distributions.

• Think of the two distributions as the expected and the predicted
probabilities, or y and ŷ.

• Expected probability y: The known probability of each class label
for an example in the dataset (P).

• Predicted probability ŷ: The probability of each class label as
predicted by the classifier (Q).

cross_entropy_loss.py shows how the cross-entropy varies
with classifier accuracy. Play around with the values in the vector
c_prob to explore how this is reflected in the loss function.
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Training logistic classifiers

• Logistic regression has no closed form solution (unlike linear
regression), so we use search methods to minimise the
cross-entropy of the classifier.

• Because an analytic form of the cross-entropy gradient is
available, first-order optimisation methods like (stochastic)
gradient descent can be used for logistic regression.

• The same challenge faces all neural network architectures, but
loss function gradients are not always a available, so much
research effort has been put into finding optimisation methods
to reliably train classifiers. This is a hard problem.

• Relax, you can leave optimiser implementation for Pytorch,
TensorFlow or Keras to handle.
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Implementing a classifier

We will follow these steps when creating a classifier model:

1. Load Dataset (this can be tricky; see https://pytorch.org/
tutorials/beginner/data_loading_tutorial.html)

2. Make Dataset Iterable
3. Create Model Class
4. Instantiate Model Class
5. Instantiate Loss Class
6. Instantiate Optimizer Class
7. Train Model

This list is available from the PyTorch website:
https://pytorch.org/tutorials/beginner/blitz/
neural_networks_tutorial.html
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Multinomial logistic classifier

Back to voltage data or phase identification:

• The data file data/voltage_ESS1518.csv contains 1-hour
voltage data over a year for 45 customers.

• The data file data/phase_ID.csv contains the true phase
labels for the customers.

• Python script logistic_regression_skl.py sets up and
trains a Multinomial logistic classifier for you.

• Play around with the size of the training set — what happens?
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Discussion
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